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Abstract

Existing autonomous driving datasets have enabled major progress, but fall short in
sensor fidelity, map completeness, or geographic diversity. We present KITScenes
Multimodal, a European dataset built around high-fidelity sensors and maps. Our
fully synchronized sensor suite combines high-resolution global-shutter cameras,
long-range lidar beyond 400m, 4D imaging radar, and redundant GNSS/INS lo-
calization. Our HD maps are, to our knowledge, the most complete of any sensor
dataset, validated through autonomous driving trials on open-source software. For
the first time in a public dataset, all driving-relevant traffic elements, such as traffic
lights, are mapped in 3D to a reprojection-accurate level with full topological con-
nectivity. Recorded in cities with irregular street layouts and mixed traffic modes,
our dataset complements existing datasets by broadening the available geographic
diversity. We also introduce four benchmarks, each advancing spatial learning for
embodied AI: online HD map construction, long-range depth estimation, novel view
synthesis, and end-to-end driving. Project page: https://kitscenes.com/.

1 Introduction

Autonomous driving datasets [1–4] have enabled significant progress in both computer vision and
autonomous driving research. However, existing datasets still fall short of capturing the complexity
required for spatially aware driving in dense urban environments. Some lack public annotations or
topology-aware map references [2, 3], while others focus on comparatively simple driving scenarios
such as motorways [5, 6]. As autonomous driving systems move toward deeper spatial understanding,
datasets must support reasoning not only about objects, but also about geometry, road structure, and
their geospatial relationships. High-fidelity datasets enriched with geospatial annotations, HD maps,
and 3D labels are essential for evaluating such capabilities.

High-fidelity datasets with geospatial annotations have a limited geographic footprint, with coverage
heavily skewed toward North America and Asia. KITTI [1], though seminal, is small-scale; ZOD [7]
annotates only single keyframes with image-space labels; and large-scale recording efforts such
as those from Nvidia [8] still lack public annotations. Consequently, complex European urban
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Figure 1: A showcase of 3D HD map elements and the ground truth reprojected into 6 out of 9
cameras, the dense long-range lidar pointcloud reprojected into the rear cameras, and a top-view of
the HD map benchmark labels. Best viewed zoomed in.

environments remain underrepresented in current autonomous driving benchmarks, arguably being
the most difficult to spatially reason about. This leaves a clear need for datasets that combine
high-fidelity sensing, complete geospatial context, and dense 3D annotations.

We present KITScenes Multimodal, a dataset recorded across diverse European urban environments
using a state-of-the-art robotaxi sensor platform. Our dataset addresses the geographic gap in existing
benchmarks while simultaneously raising the bar on both sensor fidelity and geospatial understanding.
Our sensor platform combines high-resolution cameras (up to 16:2Mpx), long-range lidar with
effective range beyond 400m, 4D imaging radar, and redundant GNSS, all hardware-synchronized
and processed with high-fidelity pipelines that make the data suitable for applications such as neural
rendering and novel view synthesis. Besides high fidelity sensor data, we provide the most complete
HD maps of any public autonomous driving dataset. Annotated in Lanelet2 [9], our maps visualized
in Figure 1 cover all regulatory road feature and traffic sign classes, and host our annotated 3D traffic
lights, signs, and poles with reprojection-accurate localization.

To demonstrate the unique strengths of the dataset, we introduce four benchmarks: (1) Complete
online HD map perception, evaluating relational Lanelet2 map prediction from sensor data; (2) long-
range monocular depth estimation, targeting depth beyond 200m where current methods degrade
severely; (3) novel view synthesis, exploiting our high-fidelity imagery and dense lidar for 3D scene
reconstruction; and (4) multimodal end-to-end models for autonomous driving, predicting future
trajectories and scene evolution from camera, lidar, and radar inputs. Our contributions include:

• A multimodal European driving dataset, recorded in three cities with a high-fidelity robotaxi
sensor suite: 72:5Mpx of synchronized global-shutter cameras, seven lidars with over 3�
the point density and twice the effective range of the next closest dataset, three 4D imaging
radars, and redundant GNSS/INS.

• Production-grade Lanelet2 HD maps covering 62 km2 with 29 road-feature classes, 120
traffic-sign classes, and 3D traffic lights, signs, and poles localized to reprojection accuracy.
The maps include all regulatory elements required for autonomous navigation and are
validated for use in the open-source Autoware [10] stack, both online and in simulation.

• Four benchmarks designed to expose the limits of current methods on the path to Level 4
autonomy, targeting capabilities existing datasets cannot benchmark at this fidelity: holistic
HD map prediction, depth estimation beyond 200m, high-fidelity novel view synthesis, and
multi-modal end-to-end driving.

2 Related Work

Autonomous Driving Datasets for Perception The past decade has seen a rapid growth of
autonomous driving datasets. Foundational datasets such as nuScenes [2], Waymo Open [3], and
Argoverse 2 [11] established the multimodal paradigm with complementary sensor configurations
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Figure 2: KITScenes Multimodal Sensor Setup. Our sensor rack (left) is depicted along with nominal
sensing range (center), as well as sensor positions and their �eld of view (right).

and annotation schemes. Further datasets [12, 13] broaden the range of traf�c layouts and driving
conditions, although detailed map annotations and deployment-oriented perception support remain
limited. KITTI [ 1] and KITTI-360 [14] remain in�uential but limited in scale and sensor diversity by
current standards. ZOD [7] provides large-scale recordings, yet annotates only a single keyframe
per scenario and mainly provides image-space labels. MAN TruckScenes [5] focuses on motorway
trucking rather than complex urban perception. While TruckDrive [6] features long-range sensors, it
likewise targets trucking scenarios, relies on automotive RCCB cameras, and has not released any
public data to date. Large-scale �eet recordings such as Nvidia Physical AI AV [8] provide broad
real-world coverage but lack public annotations. A quanti�ed comparison of the sensor setups is
shown in Table 1.

HD Maps and Map Perception Benchmarks Map representations accompanying public datasets
vary substantially in completeness. nuScenes [2] and Argoverse 2 [11] expose lane geometry
via dataset-speci�c APIs but omit regulatory structure from traf�c lights and signs. OpenLane-
V2 [15] adds lane-topology links, but as image-space annotations rather than metric 3D maps. To
our knowledge, no prior dataset provides HD maps that are simultaneously reprojection-accurate,
complete in regulatory structure (traf�c signs, lights, lane assignments), and validated in a planning
stack (Table 2). As a consequence, so far online HD map construction methods [16? –28] are
evaluated on simple geometric primitives only (lane dividers without type, pedestrian crossings, road
borders). Lanelet2 [9] has emerged as the open academic standard for HD maps, encoding geometry,
topology, and 3D regulatory elements in a single graph; it is the native input of Autoware [10] and
translatable to learning-friendly representations using [29].

Long-range Perception, Neural Rendering, and End-to-End Driving Monocular depth estima-
tion is predominantly benchmarked on KITTI [1] and DDAD [30]; recent foundation models [31, 32]
achieve strong near-range performance, but existing benchmarks rarely assess depth beyond 80–
100 m. Neural scene representations for driving like NeRF-based [33, 34] and 3D Gaussian Splatting
methods [35–37], are similarly constrained by input image �delity and lidar density. End-to-end
driving models [38, 39] and world models are evaluated almost exclusively on nuScenes, limiting the
sensor con�gurations and geographies under which they are assessed.

3 The KITScenes Multimodal Dataset

3.1 High-Resolution Long-Range Multi-Modal Sensor Setup

KITScenes Multimodal uses a fully synchronized sensor suite. Figure 2 depicts the sensor positions
and their nominal �elds of view. To enable sensor fusion up to maximum effective sensing range, we
perform intrinsic and extrinsic calibration across all modalities, achieving subpixel intrinsic and1 cm
and 0:1� extrinsic accuracy. Further details are listed in Section A and Section B.
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Table 1: KITScenes Multimodal sets a new state of the art for temporally consistent high-resolution
high-�delity RGB surround vision, highly dense long-range lidar, and ranging modality coverage. We
triple the average lidar point density and almost double the typical maximum range; see also Figure 5.

Cameras Radar Lidar

Dataset ‚ O MPix FOV Shutter Cam. Sync Comp. Con�g # Avg pts Max pts Max range

nuScenes [2] 6 – 8.4 360� Rolling to lidar JPEG 5�3D 1 34.7 k 34.8 k 102.1 m
ONCE [13] 7 – 14.5 360� Rolling to lidar JPEG – 1 64.7 k 69.7 k 196.8 m
nuPlan Sensors [41] 8 – 19.2 360� Rolling to lidar JPEG – 5 93.0 k 100.3 k 215.5 m
Argoverse 2 Sensor [11] 7 1 28.6 360� Rolling to lidar JPEG – 2 96.9 k 106.3 k 217.4 m
WOD Perception [3] 5 – 10.4 230� Rolling to lidar JPEG – 5 175.5 k 215.9 k 75.0 m
MAN TruckScenes [5] 4 – 9.3 360� Rolling to lidar JPEG 6�4D 6 231.7 k 296.7 k 221.6 m
Zenseact Open [7] 1 – 8.3 120� Rolling – PNG – 3 253.7 k 311.1 k 244.0 m
Nvidia PhysicalAI AV [8] 7 – 14.5 360� Rolling no H.264 9�4D 1 297.2 k 344.1 k 206.0 m
KITScenes Multimodal 7 1 72.5 360� Global all cameras JPEGLI 3�4D 7 906.4 k 1235.2 k 409.2 m

‚ Monocular cameras, O Stereo camera pair, MPix = Total resolution per frame, Comp. = Image compression

Cameras. The camera suite comprises six7:1 Mpx surround cameras providing full360� coverage,
one16:2 Mpx high-resolution long-range camera, and a tilted forward-facing stereo setup, yielding
a combined resolution of72:5 Mpx per frame, which is more than twice that of the next closest
dataset (Table 1). Existing setups put their focus on dynamic object perception [2, 3, 5, 11], triggering
the cameras when the lidar sweeped across the image center to ensure a minimal delay between
both modalities. All cameras use global shutter sensors and are hardware-synchronized, ensuring
pixel-accurate temporal alignment. The images are anonymized and compressed with JPEGLI [40], a
state-of-the-art visually lossless codec described in Section A.1. This is the foundation for our high
�delity ground truth for neural rendering and novel synthesis. At the same time, we ensure lidar
coverage by redundantly combining multiple lidars with varying sweeping directions.

Lidar. Seven lidar sensors provide360� coverage with substantial overlap between adjacent units.
As shown in Table 1, the fused point cloud contains on average more than900 kpoints per frame
with peaks above1:2 M points, tripling the effective point density over existing datasets. The use of
1550 nm lidars enables an average maximum range of more than 400 m, nearly doubling that of the
next-best dataset. This long-range capability is essential for both online long-range perception and
for providing ground truth for benchmarks, such as monocular depth estimation. Figure 5 compares
the per-distance-bin return density for KITScenes and existing autonomous driving datasets, showing
that KITScenes provides higher effective point density in every bin and extends usable range beyond
250 m, where prior datasets fall to zero.

3.2 HD Map Annotation

We provide pixel-accurate 3D maps that can be directly used in the open-source Autoware [10] stack,
both for simulation and real-world autonomous driving. All maps are annotated in Lanelet2 [9],
an established open-source format for semantic HD maps. Beyond geometry, each map encodes
the full regulatory structure required for autonomous driving: Road level polylines are annotated
with one of 29 classes, (e.g., road border, dashed, zebra-crossing etc.) traf�c signs are classi�ed
based on 220 German road traf�c code classes [43] (with 120 observed), traf�c lights types are
grouped into four categories (car, bike, pedestrian, misc). All traf�c signs and lights are explicitly
assigned to the lanes they govern via toplogical links in the Lanelet2 format. Traf�c lights, road
signs, and poles are annotated based on lidar and camera data as 3D shapes including orientation that
are reprojection-accurate to the calibrated camera images [44]. This reprojection accuracy directly
connects map labels to image pixels, enabling HD map annotations to be used as pixel-level training
signal for perception models without any additional alignment step, as shown in Section 4.1.

3.3 Dataset Statistics

Our current release contains1007 10 s to 60 sscenarios totaling5:7 hand162 kmof synchronized
multimodal recording at10 Hz. Details on the split and label statistics can be found in Section G. The
dataset currently spans Karlsruhe, Frankfurt, and Sindel�ngen, chosen for their unique environments
of a planned 18th century radial layout, a dense metropolitan �nancial district core, and a suburban-
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Table 2: Comparison of related datasets comprised of HD maps and sensor data, datasets from Table 1
without HD maps are not listed. Legend:¤ yes,¤ partial/limited,p no; ( ): unreleased data;" : large
coverage based on dataset description which is not reported or reproduced area coverage.

Dataset
Area
(km2 ) Region

All
sensors

‚
360�

3D
lanes

Lane border
type

Bike
Lanes

3D Traf�c
elements

Full
topology

Human
HD map

OSS
AD stk.

Li
m

ite
d

sp
a-

tia
ll

ea
rn

in
g WOD Perception [3] 76 km2 US ¤ p ¤ ¤ ¤ p p ¤ p

nuPlan Sensorsy [41] " US, Asia ¤ y ¤ p ¤ p p ¤ y ¤ p
AV2 TbV [42] 42 km2 US p ¤ ¤ ¤ ¤ p p ¤ p

Nvidia PhysicalAI AV [8] """ US, EU ¤ ¤ ( ¤ ) ( p ) ( p ) ( ¤ ) ( p ) ( p ) p

F
ul

ls
pa

tia
l

le
ar

ni
ng

nuScenes [2] 5 km2 US, Asia ¤ ¤ p ¤ p p p ¤ p
Argoverse 2 Sensor [11] 17 km2 US ¤ ¤ ¤ ¤ ¤ p p ¤ p

OpenLane-V2 [15] 22 km2 US, Asia p ¤ ¤ ¤ p p ¤ y ¤ p
KITScenes Multimodal 62 km2 EU ¤ ¤ ¤ ¤ ¤ ¤ ¤ ¤ ¤

yRemarks: nuPlan Sensor [41]: shorthand for the 10% of scenes in nuPlan with available sensor data. traf�c light states
available trough of�ine state estimation, no linkage to sensor data. NVIDIA PhysicalAI AV: entries transparent �lled based
on current publically available release plans, not veri�ed. OpenLaneV2: built on top of sensor data of AV2 and nuScenes,
with limited set of labeled traf�c element 2D bounding boxes in a visible range of 25x50m at 2Hz. All sensors: full suite
and quality of original sensor dataset available. OSS AD stack: Native support of HD map for simulation and closed-loop
driving with open-source software autonomous driving stack. Full spatial learning: support for full resolution multimodal
360� surround view learning with a at least a base set of BEV annotations.

Figure 3: Spatial coverage for two KITScenes cities. The color indicates the number of poses within
a 100m grid cell on top of our HD map outlined in the background.

industrial mix. Recordings took place across summer 2025 and winter 2025/26 to expose models to
seasonal appearance changes and a wide coverage as visualized in Figure 3.

4 Benchmarks

Our benchmarks span spatial learning from map-level scene understanding to multimodal end-to-end
driving. They expose limitations of existing methods that prior datasets cannot reveal.

4.1 Online HD Map Construction

Online HD map construction aims to predict a structured, drivable map directly from onboard sensor
data, without relying on pre-built prior maps. Existing benchmarks evaluate the prediction of simple
geometric primitives such as lane dividers and pedestrian crossings [19], leading to a saturation of
existing benchmarks, as shown in Figure 4a. We enable a substantially more complete formulation:
our Lanelet2 maps encode lane topology, regulatory elements, traf�c signs, and traf�c lights with
their lane assignments, allowing models to be evaluated on predicting the full Lanelet2 map structure.
As a baseline for topology prediction, we extend MapQR [45] with a graph neural network (GNN)
head that consumes the map element tokens from the decoder and predicts pairwise relations between
all predicted map elements (hereafter called MapQR-Topo). Architecture and implementation details
are described in Section H.1.

5



(a) Historical SOTA progression of online HD map
construction models [17–19, 47, 22–27, 46, 28] on
AV2 [11]. A saturation on the current datasets, percep-
tion range and task complexity can be seen after the
introduction of Maptracker [23].

(b) Example online HD map construction predic-
tion of SDTagNet [46] on a validation sample.
While showing new capabilities such as 3D de-
tection of non-ground elements thanks to the ex-
tensive map labels, a large gap in prediction of
complete 3D HD maps remains.

Figure 4: Historical SOTA progression of online HD map construction models and example online
HD map construction prediction on KITScenes Multimodal.

Results. In Table 3, we evaluate MapTRv2 [19] as a widely adopted camera-only baseline and
SDTagNet [46] as a representative of methods that leverage SD map priors. Both exhibit a large
performance drop on our complete formulation compared to existing benchmarks, revealing a
gap hidden by the currently limited task scope, with SDTagNet bene�ting more from the richer
formulation. This suggests that structured prior knowledge becomes increasingly valuable as the task
approaches real-world complexity. An example of prediction outputs is provided in Figure 4b. A
qualitative example the predicted topology by MapQR-Topo is shown in Figure 17 in the Appendix.

Table 3: Evaluation of online HD map perception models. For readability, the classes are grouped
into 6 categories for the average precision: Lane Markings (LM), Lane Centerlines (LC), Road
Infrastructure (RI), Traf�c Lights (TL), Traf�c Signs (TS) and Road Markings (RM). For the topology
prediction baseline MapQR-Topo we additionally report the topology score.

Model APLM APLC APRI APT L APT S APRM APT opo

MapTRv2 [19] 5.1 18.0 6.7 5.8 3.0 8.1 -
SDTagNet [46] 4.5 19.4 7.1 6.3 2.4 9.0 -
MapQR-Topo 4.1 16.0 5.9 3.6 1.9 5.6 16.4

4.2 Long-range Monocular Depth Estimation

Monocular depth estimation has made rapid progress on near-range benchmarks, yet autonomous
driving at highway speeds and in complex intersections requires reliable depth estimates well beyond
100 m. We show that current depth estimation models trained and evaluated on existing datasets fail
to generalize to long-range distances, as their training signal is dominated by close-range lidar returns.
We provide a dedicated benchmark for long-range monocular depth estimation, enabling the �rst
systematic evaluation of depth estimation at ranges that extend beyond 400 m.

We report established metrics for monocular depth evaluation: absolute relative error (AbsRel) and
threshold accuracy� 1. Scores are reported strati�ed into close range (0 m–100 m), medium range
(100 m–200 m) and far range (>200 m), and overall. A detailed description of the setup and ground
truth generation can be found in Section H.2.

Results. We evaluate UniDAC [32], Depth Anything 3 [31], and MapAnything [48], all reported to
achieve dataset-agnostic SOTA monocular depth estimation. They provide strong performance at close
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